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1. Introduction
Master-Slave Distributed Execution framework in Kepler 1.0 is done by Chad Berkley (NCEAS, UCSB) and Lucas Gilbert (SDSC, UCSD) to facilitate Kepler users to harness the power of multiple computing nodes to accomplish computations that would be difficult, time-consuming, or impossible to accomplish on a single node.
2. Concepts

· Master: The master is always the machine from which you will start the execution of the workflow.
· Slave: The slave is any remote machine (1 or more) that will accept incoming connections from the master and execute all or part of your workflow.
· EarthGrid/EcoGrid: The EcoGrid has been designed as a series of Grid-service programming interfaces that accomplish seamless access to data via standardized service APIs
. In current Master-Slave architecture, EcoGrid is used to register slave and authenticate user.
3. Functionalities
· Actor level distributed execution: Through DistributedCompositeActor (DCA), tasks within this composite actor will be distributed from the master to the configured slaves and executed on them. The results will be returned to the master.
· Slave Registration: Slaves can register them to EcoGrid for masters to use. User can also add available slaves manually. 
· Distribution among Slaves: The Master gets all available slaves, and distributes tokens to these slaves. If there are multiple tokens (such as multiple iteration), each token is transferred into one available slave, so the slaves can execute different tokens in turn. 
· Access control: Users need get credential to use slaves, which is valid for 24 hours; each usage of a certain slave will be expired in one hour. 
· Monitoring slave status: a Web based slave monitoring, which can show slave status, job progress and memory usage, remove and stop slave node.
4. Architecture

The tool employs JAVA RMI as the underlying communication infrastructure and EcoGird for slave registration.
· Java RMI Architecture
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Figure 1. Java RMI Architecture
· EcoGrid Registration Architecture
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Figure 2. EcoGrid Registration Architecture
5. Usage
· Workflow Design
Building a distributed workflow in Kepler is done much like building a regular workflow. The main difference is that any part of the workflow that you would like to be distributed over multiple CPUs must be created inside a DistributedCompositeActor (DCA). You can find the DCA by searching for it in the actor library. Drag a DCA out onto the canvas, then right click on it and choose "Open Actor" to add components. Examples can be found in the kepler/workflows/distributed directory. At this time, only SDF directors have been tested within a DCA. At this time the DCA must contain an SDF director. 
More information can be found at Working Distributed Features
· Slave Nodes Deployment
1. Check out whole Kepler and PTII project in slave nodes.
2. Start RMI Registry service at Slave Nodes: Start the RMI registry service on the Slave node for the master to lookup. Command: bash$: rmiregistry -J-classpath -J$KEPLER/build/classes:$PTII/build/classes:$KEPLER/lib/jar/jargon_v2.0.jar &
3. Registry SlaveController service at Slave nodes: The main function of SlaveController registers its instance, called SlaveControllerInstance, to the RMIregister server on its node. Command: ant runSlaveController. If register option of the runSlaveController build target is set true (through $Kepler/build.properties file), the slave node will be registered to EcoGrid for others to use.
Then the slaves are ready to execute the request from masters.
Concrete information on how to setup and run the framework can be found at Installing Distributed Workflows.
· Workflow Configuration on Slave Nodes
1. Configure Slave Nodes at the tool level: When user open the dialog for distributed configuration ("Distributed Computing Options" of "Tools" menu), users can choose available slave services registered at EcoGrid/EarthGrid, users can also add new slave nodes manually. The chosen slaves are default available salves for distributed composite actors.
2. Configure Slave Nodes at the actor level: When users choose DistributedCompositeActor (DCA) in their workflows, they can configure the slave nodes for each distributed composite actor by double-clicking the actor. This configuration is only is effective for this actor. 

Then the master to communicate over RMI with the distributed node.
· Workflow Execution
The execution of distributed workflow is the same with others. Just click the execution button. In addition, The monitoring information of slaves can be gotten (see below).
· Remotely Monitoring Slave Nodes

Kepler includes a servlet which can be installed to monitor slave nodes that are registered with the EarthGrid. The servlet requires the Apache Tomcat servlet container. To install the servlet, set the installation path in the build.properties file then use the command 'ant installRemoteJobServlet'. Once it is installed and Tomcat has initialized the servlet, you should be able to use your web browser to view the status of any EarthGrid registered slaves. The address will be http://yourserver.com:8080/KeplerRemoteJobMonitorServlet (note that the 8080 is not required if you have integrated your Tomcat installation with the Apache web server).
· Usage in Cluster Nodes
The Master-Slave Distributed Execution module has been tested in NCEAS ROCKS Cluster
. The detailed information can be found at Distributed Computing with Kepler on the NCEAS ROCKS Cluster .
6. Resource

1. Other documentations
a) Working Distributed Features
b) Distributed Computing in Kepler
c) Installing Distributed Workflows
d) Distributed Computing with Kepler on the NCEAS ROCKS Cluster 
2. Source code
a) the master-slave module of Kepler repository.
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